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Objectives

A Classification of approaches

A TL difficulties in Rilomains

I Whenn definition and discussion of different
transfer problems in RL domains

I What overview of popular approaches
I How. augmenting RL algorithms with TL

A Futureresearch directions

..........
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Transfer Learning In
Reinforcement Learning Domains

Section 1:Transfer in Al and Machine Learning



Section Outline

A Historical Perspective

A An overview of transfer in Machine Learning
A Challenges and Goals of TL

AHow TL in RL relates to TL in general




The Theory of Transfer

GCENF VATFSNI 2F £ SINYAY:
one context enhances (positive transfer) or

undermines (negative transfer) a related
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(D. Perkins, G. Salomon, Transfer of Learning, 1992,
International Encyclopedia of Education)



Psychology, Education

A B.F. Skinner
iawl RAOFt . SKI GA2NRAYE
I Schedules of reinforcement (+ 9r
Afrom continuous reinforcemento extinction

A InstructionalScaffolding
it 4GS pnQay f€Fy3dz 3S | Ol
I Sequence of welimed tasks guide learning



Psychology, Education




Motivations for TL

A Learningabula rasacan be extremely slow
I Lots of datd time may be needed

I Every algorithm has biases: why use an
uninformedbias?

A Humans always use past knowledge
I What knowledge iselevant?
I How can it be effectiveljeverage@®



Example: RicRaruana

A Multitask Learning: A Knowleddgased Source of
Inductive BiagiCML 1993]

A Learning Many Related Tasks at the Same Time with
BackpropagatiofNIPS 1995]

A Algorithms and Applications for Multitask Learning
[ICML 1996]

A Multitask LearningPhD thesis, 1997]



Example: Sebastiaimrun

A ExplanatiolBased Neural Network Learning: A
Lifelong Learnindpproach[PhD thesis, 1995]

A Is Learning the nth Thing any Easier than Learning tt
FIrst?[NIPS, 1996]

A Learning to LearfEdited volume (with.orienPratt), 1998]
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Towards Transfer Learning

A ML-COLT '94 Workshop on Constructive
Induction and Change of Representation

I Towardsautonomy
I Generate / modifyrepresentationsautomatically

AbLt{ Wdp 22NJakKz2Ll] 2V
Knowledge Consolidation and Transfer in
Inductive Systems

| Capitalize on previously acquiredmain
knowledge



More recent TL workshops

A Inductive Transfer: 10 Years LateiPrs 2005]

A Structural Knowledge Transfer for Machine
LearningICML 2006]

A Transfer Learning for Complex TaglsAl 2008]



Challenges and Goals

G ¢ N yvaTFsS NI sbdushtialdscess td
iInfluences the performance é¢arning
through thereuseof structured knowledge
[collected on previous tasks] amghprovesthe
behavior of the agent on nevelated(l | & | 3

(Pat Langley, Workshop on Structural Knowledge Transfer for Machine
Learning, ICML 2006)



Challenges

A Structured Knowledge
I Definition
I Collection
I Reuse
‘ransfer Process
‘ransfer Metrics
‘ask Relatedness

Negative Transfer

Do To Do I




An Overview of TL In ML

A Many names
I Learning to Learn
I Meta-learning
I Lifelong Learning
I Continual Learning
I Multi-task Learning
I Inductive Transfer Learning
I X



An Overview of TL in ML

A Techniques
I HierarchicaBayes
I Regularized Regression
I Neural Networks
I Graph Integration



HierarchicaBayes

A All the tasks are drawn from an underlying
generative model

A Define a hypedistribution over the task
distribution

A Compute the distribution parameters
according to the samples collected over all the
tasks




HierarchicaBayes

A Multi-Task Gaussian Procespest al., ICMLO5]
i Linear functions,(z) = w!z
i Task distributions, ~ A (ji, Cy)
I HypeFprior |
(s Cu) ~ A (0,2) W D

I Inference problemgivenm samples frorm tasks
APosterior w,, C;
AParametersy,,, C\,

I Given the parameters it can be used also to
iImprove the performance on new tasks



Hierarchical Bayes

A MTL with Dirichlet Process (DP) priors

" Tasks often are not homogeneoand belong to
different classes

Dirichlet Procesautomatically clusters taskato
classes

Define hypefpriors over the DP parameters
Use all the samples to refine the DP parameters

Given the parameters it can be used also to
iImprove the performance on new tasks



Reqgularized Regression

A Singletask Regularized Regression

Z loss(yi, f(x;)) + M| fllsTL
i=1

where|| - ||s7. IS a suitable norm (e.g., L2 for
linear regression)

A Multi-task Regularized Regression

T n
0 loss(yie, fr(wie)) + M| Fllmre

t=1 i=1

where || - ||n7rz forces the tasks to bsimilar



Reqgularized Regression

A Linear MultiTask Regularization
I Independent learning _

> lw?
t=1

I Task clusterinfEvgeniou 2005]

C T,
3 lwe — woel I* + [|woel?

c=1 t=1

I Graph regularizatiofEvgenioy 2005]
> lwe — wsl[* Ay
t.s
I Common feature spad@rgyrioy 2007]
d

NI
7



Related Paradigms

A Lifelong Learning
I Less clear task boundaries (spatial / temporal)
I Prepare for anything

A Imitation / Demonstration Learning
I Watching a similar agent or human

A Direct Human Advice
I Action suggestion
I Direct knowledge injection
A Shaping
I Reward function
I Human modifies reward function over time



Goals

A Improve performance over netiansfer learning
I Sample Complexity

3 vs. 2 Keepaway

I Jumpstart g = e
i Learning speed =
i Final performance ; .
I Asymptotic Ny
Performance T R

Training Time (simulator hours)



How TL in RL relates to TL in genera

ARL is the most general learning paradigm
I Approximation
I Exploration/exploitation

A More challenging than in supervised

I Large number of scenarios
I Many different types of knowledge can be transferred

I Difficult to asses the contribution of transfer to the
learning performance

A Many possible goals
A Many possible applications



Transfer Learning In
Reinforcement Learning Domains

Section 2:Transfer in Reinforcement Learning



Section Outline

A Introduction to RL

A The dimensions of transfer
I task relatedness
I transferred knowledge
I learning algorithms

A Transfer between tasks with same statetion variables
I From one source task to one target task
I From many source tasks to one target task
I Multitask learning: Learning a distribution of tasks

A Transfer between tasks with different stasetion variables
I No explicit mapping
I Mapping state variables and actions between tasks
I Learning the intetask mapping



Section Outline

A Introduction to RL



Introduction to RL

-
{ agent
v

Policy

St+1
St Tt4+1 ay Markov Decision
delay Process
critic
environment <€—
Sample ‘
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Introduction to RL

A Markov Decision Process

SARH

States/ / \ Transition

Actions Reward model
function



Introduction to RL

A Markov Decision Process

M= (S5 A R,P)

P(St_|_1|5t, Aty ...,80, a-(]) — P(St—l—1|5ta a't)

Markov
property



Introduction to RL
A Markov Decision Process
M = (S, A, R, P)
P(sti1|St,at, ..., 80,a0) = P(sty1]|st,ar)
A (Deterministic) Policyr : S — A

A Value functions -
VW(S) = EW |:Z "}”tR(St, ’?T(St))|8() = 8:|

t=0

Q" (s,a)=E, {Z Y R(s¢,7(5¢))|s0 = 5, a0 = a:|

t=0



Introduction to RL
A Optimal value functions

V*(s) = max P(s'|s,a) (R(s,a) +~yV™*(s"))
a€

Q*(s,a) = R(s,a) + YV (s')

A Optimal policy

* o *
7 (s) = arg 1;123{@ (s,a)



Introduction to RL

Learning Curve

Performance

Experience




Introduction to RL

A Ontline algorithms: learning as collecting
samples

a’cA

Q(s,a) — (1 —a)Q(s,a) + « (R(s, a) +ymaxQ(s’, a’))



Introduction to RL
A Batch algorithms (FQI)
Q(.) = argmin 3" Qs ) ~ R, a.)

" 2
Q"(-,-) = arg 5161%; [Q(S@', a;) — (R(si, a;) + ymax Q" (5,41, a’))}

a’'€A



Section Outline

A The dimensions of transfer
I task relatedness
I transferred knowledge
I learning algorithms



Task Differences

A Goal (reward function)
M,y = (S, A, R,, P) Ms = (S, A, Ry, P)

A Dynamics (transition model)
My = (S, A, R, Pr) Mo = (5, A, R, P,)

A Domain (stateaction space / features)
M]_ — <51111’I—11:,R:, P> M2 — <L92,;42:,Rj P>



Transferred Knowledge

Structural Transfer

Task [ Solution J
Representation Representation

A Task representation
I Action space (e.g., options,
task decomposition)
I Reward function
A Solution representation

T Basis function

Experience

\nsfa
[Sampl;ls-r;]ans [ Policy ]

A S

—»>|>> V| v
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amples

Collected through direct
exploration

A Value functior/ policy

Solutioninitialization




